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The Notre Dame-IBM Technology Ethics

Lab, which is a key component of the Notre
Dame Institute for Ethics and the Common
Good, promotes broad-based, far-reaching
interdisciplinary research, thought, and
policy leadership in artificial intelligence and
other technology ethics by engaging with
relevant stakeholders to examine real-world
challenges and provide practical models and
applied solutions for ethical technology design,
development, and deployment. IBM sponsors
the Lab through a 10-year, $20-million
investment.

Our mission is to promote human values in
technology with the ultimate aim of helping
steer technological design, development,
deployment, and use in the direction of more
equity and justice. We do this by producing

and supporting tangible, applied, and
interdisciplinary research projects that address
core ethical questions.

We also create third-party industry alliances
and facilitate dialogue and debate regarding
technology ethics, help develop preeminent
standards related to the moral and ethical use
of technology, and seek to inform technology-
related laws, policies, and governance.
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Our Values

Ethics is fundamentally about making
judgments and decisions based on
principles and moral reasoning. Our
work and operations are guided by
the following core values:

Equity and Justice
Honesty and Integrity

Diversity, Inclusivity, and
Interdisciplinarity

Impact, Action, Practice
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As we look back on the past year, the challenges
we've faced in the global Al landscape have
become increasingly urgent and intricate. The
issues we've been tackling at the Notre Dame-IBM
Technology Ethics Lab for the past four years,
from bias and fairness to global governance and
regulation, have taken center stage in the global Al
conversation.

This past year marked a pivotal moment for our
work, with a significant increase in activity in the
Lab. This growth underscores the importance

of our mission to explore the intersection of

Al and society, assess their potential impacts,
and responsibly navigate the challenges they
present. The Tech Ethics Lab continues to bring
together a vibrant and diverse community of
research, industry, activists, and policy leaders.
We are united by a commitment to the continued
development of ethics-centered artificial
intelligence, creatively working to find solutions for
the most critical issues of our time.

This annual report highlights our impactful
research, which has grown immensely. The
projects from the Call for Proposals 2023 are
now completed, and we are incredibly proud

of the knowledge produced in this growing
community. These span the production of

guides for educators in Brazil, focusing on trust,
transparency, and student input in educational
technology, to furthering inclusive urban growth
through community-centric Al audits in Singapore.
We are equally excited to observe the outputs of
the Call for Proposals 2024 that are currently
running, which now must include the collaboration
of Notre Dame faculty. The collaborative projects
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Nuno Moniz, Managing Director

Notre Dame-IBM Technology Ethics Lab

with IBM have seen a significant restructuring
and a renewed effort that led to nine joint
research projects, mainly focused on ethical
issues surrounding Large Language Models and
their real-world deployment. We've also launched
new initiatives, inaugurating our 2024-2026
Graduate Fellows and creating the Ethical

Cities program—a community-focused research
translation endeavor that brings together Notre
Dame faculty and local organizations to develop
technology and policy solutions to real-world
challenges in the South Bend region. Finally, |
would highlight our collaboration with the Pulitzer
Center in the Al Spotlight Series, along with the
MacArthur Foundation and Ford Foundation, to
equip thousands of reporters and editors with the
knowledge needed to cover Al's global impact.

As we move forward, we remain committed to
addressing pressing concerns like Al governance,
democracy, human rights, and the overall societal
impact of new technologies while fostering cross-
sector collaboration to develop best practices to
meet the complexities of the information age.



Sullivan

Quinlan

Lee

Go

Rhoads

Moniz

Domin

Fehring

Montgomery

Welser

2023-2024 ANNUAL REPORT

Lab Administration

Meghan Sullivan, Notre Dame, Director, Ethics Initiative and
Institute for Ethics and the Common Good; Wilsey Family
College Professor of Philosophy

Nuno Moniz, Notre Dame, Managing Director of the Notre
Dame-IBM Technology Ethics Lab

Catherine M. Quinlan, IBM, Vice President, Al Ethics

Heather Domin, IBM, Global Leader, Responsible Al
Initiatives; Associate Director of the Notre Dame-IBM
Technology Ethics Lab

Jungmin Lee, IBM, Program Manager

Steering Committee

Co-founded by the University of Notre Dame and IBM, the
Technology Ethics Lab is governed by a steering committee
co-chaired by and equally represents Notre Dame and IBM.
The members of the steering committee are:

Nick Fehring, IBM, Controller

David Go, Notre Dame, Vice President and Associate Provost
for Academic Strategy, Viola D. Hank Professor of Aerospace
and Mechanical Engineering

Christina Montgomery, IBM, Vice President, Chief Privacy &
Trust Officer

Jeffrey F. Rhoads, Notre Dame, Vice President for Research,
Professor of Aerospace and Mechanical Engineering

Meghan Sullivan, Notre Dame, Director, Ethics Initiative and
Institute for Ethics and the Common Good; Wilsey Family
College Professor of Philosophy

Jeffrey J. Welser, IBM, Chief Operating Officer, IBM
Research; Vice President, Exploratory Science and University
Collaborations
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The Lab’'s 2023-24 Call for Proposals delved into the moral dilemmas of large-scale models, their
potential impacts, and efforts to navigate these challenges responsibly. A total of $942,117 was
awarded to 17 projects.

Large-scale models are a subset of artificial intelligence systems designed to perform a range of tasks
by learning from vast amounts of data. Unlike traditional Al systems, LSMs are pre-trained on extensive
datasets and can be fine-tuned to perform various functions. LSMs versatility has led to widespread
adoption across different sectors, from education and healthcare to entertainment and communication.
However, rapid adoption comes with various ethical challenges, including bias, misinformation, privacy
concerns, and intellectual property rights. Addressing these issues is pivotal, as the future of Al depends
on the responsible and transparent use of these models.

The ethics of LSMs revolve around several core issues, ranging from societal biases to
the spread of misinformation. Each of these concerns needs to be examined closely to
mitigate potential risks and ensure the responsible deployment of these technologies.

Critical Thinking Impact

There is rising concern that over-reliance on
Al-generated content could weaken analytical
reasoning and human expertise. In areas

like education and healthcare, excessive
dependence may lead to automation bias,
where professionals trust Al outputs without
thoroughly questioning their accuracy.

Privacy Concerns

LSMs rely on vast datasets that may

contain personal information, raising privacy
concerns. Without proper safeguards,
sensitive data can be exposed or misused.
Additionally, their complexity often obscures
how outputs are generated, undermining
accountability and transparency.

Intellectual Property Issues

The rise of LSMs has ignited debates over
intellectual property and human rights in Al-
generated content. Traditional IP frameworks,

designed for human creativity, struggle to
address Al's unique challenges.

Bias and Discrimination

Because these models are trained on

vast datasets that often include biased or
unbalanced information, they can reflect
and reinforce discriminatory attitudes
toward race, gender, or ethnicity. This
issue is especially concerning in hiring, law
enforcement, and content creation, where
biased outcomes can result in significant
conseqguences.

Misinformation and Fake News

With their ability to produce human-like text,
LSMSs can be exploited to create fake news,
misleading articles, and even deepfake
content. The consequences are far-
reaching, as misinformation can undermine
public trust, manipulate political outcomes,
and cause widespread confusion.



Funded 2023-24 Projects

Conflict Moderation: Implementing
Bridge-Building Design in LLM Models
Principal Investigator: Emillie de
Keulenaar (University of Groningen);
Notre Dame Collaborator: Lisa Schirch,
Keough School of Global Affairs

Contextualizing Al Ethics in Higher
Education: Comparing the Ethical
Issues Raised by Large-Scale Models
in Higher Education Across Countries
and Subject Domains Principal
Investigator: Wayne Holmes, Caroline
Pelletier (Institut "JoZef Stefan"); Notre
Dame Collaborator: Ying (Alison) Cheng,
Psychology

Cultural Context-Aware Question-
Answering Systems: An Application

to the Colombian Truth Commission
Documents Principal Investigator:
Maria Prada Ramirez, Luis Gabriel
Moreno Sandoval, Anna Sokol (Pontificia
Universidad Javeriana); Notre Dame
Collaborator: Matthew Sisk, Lucy Family
Institute for Data & Society

Engaging End Users in Surfacing
Harmful Algorithmic Behaviors in
Large-Scale Al Models Principal
Investigator: Wesley Hanwen Deng,
Motahhare Eslami, Ken Holstein, Jason
Hong (Carnegie Mellon University); Notre
Dame Collaborator: Toby Jia-Jun Li,
Computer Science and Engineering

Ethical Deployment of Generative

Al Systems in the Public Sector:

A Practitioner's Playbook

Principal Investigator: Dhanyashri
Kamalakkannan, Shyam Krishnakumar,
Titiksha Vashist (The Pranava Institute)

Ethical LLM-based Approach to
Improve Early Childhood Development
in Children with Cancer in LMICs
Principal Investigator: Horacio
Marquez-Gonzalez (Hospital Infantil de
México Federico Gémez); Notre Dame
Collaborator: Nitesh Chawla, Computer
Science and Engineering

Generative Al and the Social Value of
Artifacts: The Case for Saving Photo
Morgues Principal Investigator: Kafui
Attoh (CUNY School of Labor and Urban
Studies), Jamie Kelly (Vassar College);
Notre Dame Collaborator: Don Brower,
Center for Research Computing

How LLMs Modulate our Collective
Memory and its Ethical Implications
Principal Investigator: Jasna Curkovi¢
Nimac (Catholic University of Croatia);
Notre Dame Collaborator: Nuno Moniz,
Notre Dame-IBM Technology Ethics Lab
and Lucy Family Institute for Data &
Society

How Well Can GenAl Predict Human
Behavior? Auditing State-of-the-
Art Large Language Models for
Fairness, Accuracy, Transparency,
and Explainability (FATE) Principal
Investigator: Jon Chun, Katherine
Elkins (Kenyon College); Notre Dame
Collaborator: Yong Suk Lee, Keough
School of Global Affairs

Impact of Generative Artificial
Intelligence—ChatGPT—on Higher
Education in the Global South:
Ethics and Sustainability Principal
Investigator: Felix Kayode Olakulehin,
Helen Titilola Olojede (National Open
University of Nigeria

LLMs and a Well-Rounded Approach

to Human Flourishing Principal
Investigator: Avigail Ferdman (Technion-
Israel Institute of Technology); Notre
Dame Collaborator: Don Howard,
Philosophy

Mitigating Ethical Risks in Large
Language Models through Localized
Unlearning Principal Investigator:
Alberto Blanco-Justicia, Josep Domingo-
Ferrer, Najeeb Jebreel, David Sanchez
(Universitat Rovira i Virgili); Notre Dame
Collaborator: Nuno Moniz, Notre Dame-
IBM Technology Ethics Lab and Lucy
Family Institute for Data & Society
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Research-Based Theater: An
Innovative Method for Communicating
and Co-Shaping Al Ethics Research &
Development Principal Investigator:
Anastasia Aritzi, Christoph Litge,
Franziska Poszler (Peter Loscher

Chair of Business Ethics & Institute

for Ethics in Artificial Intelligence,
Technical University of Munich); Notre
Dame Collaborator: Carys Kresny, Film,
Television, and Theatre

Seeing the World through LLM-
Colored Glasses—Detecting Biases
and Deficiencies in Language Model
Presentation of Underrepresented
Topics Principal Investigator:
Muhammad Ali, Ricardo Baeza-Yates,
Shiran Dudy, Resmi Ramachandranpillai,
Thulasi Tholeti (Northeastern University
Institute for Experiential Al); Notre Dame
Collaborator: Toby Jia-Jun Li, Computer
Science and Engineering

Technology Transfer and Culture in
Africa: Large Scale Models in Focus
Principal Investigator: Catherine
Botha, Franklyn Echeweodor, Anthony
Isong, Edmund Ugar (University

of Johannesburg); Notre Dame
Collaborator: Jaimie Bleck, Political
Science

The Ethics of Using Large-Scale
Models: Investigating Literacy
Interventions for Generative Al
Principal Investigator: Ranjit Singh,
Emnet Tafesse (Data & Society
Research Institute); Notre Dame
Collaborator: Karla Badillo-Urguiola,
Computer Science and Engineering

The Influence of Virtual Avatar Race
and Gender on Trust and Performance:
Understanding How the Appearance
of LLM-Enabled Avatars Influences
Work in Virtual Reality Principal
Investigator: Lisa van der Werff, Theo
Lynn (Dublin City University); Notre
Dame Collaborator: Timothy Hubbard,
Management & Organization
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The Lab's 2022-23 Call for Proposals emphasized the need for Al auditing to ensure that
machine learning models operate ethically, transparently, and in compliance with regulations.
The Lab selected 19 projects for awards, providing $935,351 in total funding to

the winners.

Al auditing plays a critical role in assessing Al systems for fairness, legality, and inclusiveness,
while identifying both opportunities and potential risks. As regulations increasingly mandate audits,
developing robust frameworks is essential, particularly in sectors like healthcare, finance, and law
enforcement. Ultimately, Al audits are essential for establishing the trustworthiness and security of

Al systems. Projects focused on:

Ethical Challenges

Al auditing is critical for developing
responsible machine-learning models.
Examiners need specialized training and
flexible methodologies to manage risks

and ensure successful Al implementation.
However, they face significant ethical
challenges, such as promoting transparency,
protecting privacy, safeguarding security,
and maintaining autonomy while addressing
the long-term societal impacts of these
technologies.

Transparency

Al systems, particularly deep learning models,
often function as "black boxes," making their
decision-making processes opaque. This lack
of transparency hinders accountability and
can erode user trust.

Privacy

Al systems gather vast amounts of personal
data, leading to privacy risks like identity theft
or financial loss if mishandled. Balancing data
protection with Al's operational requirements
and adhering to confidentiality regulations,
such as the EU's General Data Protection
Regulation (GDPR), is crucial.

Security

Al systems are susceptible to hacking, adversarial
attacks, and unintended consequences, making
security and safety evaluations essential before
deployment. However, achieving complete
protection in complex systems such as healthcare
and finance remains a significant concern.

Autonomy

As Al systems become more autonomous,
maintaining human oversight and intervention in
decision-making becomes increasingly challenging.
Delegating decision-making authority to machines
is a critical ethical issue.

Social Impact

Al has the potential to displace jobs, disrupt
industries, and exacerbate societal inequalities,
particularly if its benefits are not distributed
equitably. Al's broader social and economic
impacts must be thoughtfully examined, as its
widespread adoption raises ethical dilemmas that
current auditing methods often find challenging to
resolve.



Highlighted 2022-23 Deliverables

Best Practices for Communicating
and Writing Al Audits

In the 2010s, John Gallagher explored
Al during his doctoral studies. By 2022,
he led a Tech Ethics Lab-sponsored
research study on Al communication
challenges. Gallagher's findings highlight
the importance of clear messaging

to improve public understanding of Al
and the capabilities and limitations of
its rapidly evolving subset, machine
learning.

Principal investigator: John Gallagher,
University of lllinois Urbana-Champaign
Collaborators: RebeccaE.
Avgoustopoulos, Antonio Hamilton,

and Togzhan Seilkhanova, University of
lllinois Urbana-Champaign

Trauma-Informed Al: Developing
and Testing a Practical Al Audit
Framework for Use in Social Services
Alis transforming social services

by enabling more efficient and
personalized care. However, it may

also unintentionally cause harm,

such as reinforcing disadvantages

or re-traumatizing users. This multi-
disciplinary research project created an
Al trauma-informed audit framework,
assessing Al's potential harm in child
and family services, domestic violence,
and welfare systems through case
studies.

Principal investigator: Paul Henman,
University of Queensland
Collaborators: Suzanna Fay, The
University of Queensland; Lyndal Sleep,
Central Queensland University

Al Audits for Whom? A Community-
centric Approach to Rebuilding
Public Trust in Singapore

Singapore, a global leader in Smart
City innovation, leverages Al and
machine learning to optimize
resource management and advance
renewable energy solutions. However,
fostering trust, especially among
marginalized communities, demands
greater transparency. In a Tech Ethics
Lab-supported study, Singapore
Management University Centre for

Al and Data Governance researchers
emphasize the need for Al audits

that includes community input and
external validation, ensuring advanced
technologies are shared equitably.
Principal investigator: Wenxi Zhang,
Singapore Management University
Centre for Al and Data Governance
Collaborators: Sharanya Shanmugam,
Jason Grant Allen, Willow Wong, Olivia
Xu, Singapore Management University
Centre for Al and Data Governance

Expanding Al Audits to Include
Instruments: Accountability,
Measurements, and Datain Motion
Capture Technology

Motion capture (mo-cap) technology,
commonly used in 3D character
creation and science, relies on outdated,
biased data—posing significant
safety risks due to embedded
influences. Researchers from Cornell,
the University of Michigan, and the
University of Virginia, supported by our
Tech Ethics Lab, call for re-evaluating
this technology's core assumptions.
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They envision an Al landscape where
motion capture technology is designed
to address disparities and function
equitably across all populations.
Principal investigator: Mona Sloane,
University of Virginia

Collaborators: Abigail Z. Jacobs,
University of Michigan: Emanuel Moss,
Intel Labs and University of Virginia;
Emma Harvey, Cornell University; Hauke
Sandhaus, Cornell University

UX Work as an Auditing Opportunity:
Exploring the Role of Conversational
UX Designers

Elizabeth Rodwell's fieldwork at a Tokyo
startup examined Al's transformative
role in conversational UX design. She
highlights the vital role of conversational
UX designers in developing natural
interfaces that elevate user experience,
noting that a human-in-the-loop (HITL)
approachiis critical to this process.

By incorporating human expertise,

this approach enhances the reliability,
adaptability, and accuracy of Al and
machine-learning systems.

Principal investigator: Elizabeth
Rodwell, University of Houston
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The Lab launched ten projects that will receive almost $300,000 in funding for 2024. The projects
pair ten Notre Dame faculty members and 15 IBM researchers who will work together to study the
ethical challenges emerging at the research frontier of large language models. These projects will be
undertaken and completed in 2024, and final deliverables will be accessible through the Lab’s website.

The research teams are:

Michelle Brachman and Zahra Ashktorab (IBM Research)
will collaborate with Diego Gémez-Zara and Toby Jia-Jun
Li (Computer Science and Engineering) on Evaluation,

Metrics, and Benchmarks for Generative Al Systems

Keerthiram Murugesan (IBM Research) will collaborate
with Yanfang Ye (Computer Science and Engineering) and
Nuno Moniz (Notre Dame-IBM Technology Ethics Lab) on
Interpretable and Explainable Foundation Models

Michael Hind and Elizabeth Daly (IBM Research) will
collaborate with Nuno Moniz (Notre Dame-IBM Technology
Ethics Lab) on Governance, Auditing, and Risk
Assessment for Large Language Models

Elizabeth Daly (IBM Research) will collaborate with Nitesh
Chawla (Lucy Family Institute for Data & Society) on
Fairness and Equity for Large Language Models

Youssef Mrouehe and Payel Das (IBM Research) will
collaborate with Nuno Moniz (Notre Dame-IBM Technology
Ethics Lab) and Nitesh Chawla (Lucy Family Institute for
Data & Society) on Next-Generation Al Models and
Responsible Al

Notre Dame faculty

from left, top row:

Karla Badillo-Urquiola,
Nicholas Berente, Nitesh
Chawla, Ranjodh Singh
Dhaliwal, Diego Gomez-Zar3;

from left, bottom row:

Toby Jia-Jun Li, Nuno Moniz,
Luis Felipe Rosado Murillo,
Yanfang Ye, Xianliang Zhang
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Pin-Yu Chen and Tien Gao (IBM Research) will collaborate
with Xianliang Zhang (Computer Science and Engineering) on
Robustness for Large Language Models

Sara Berger (IBM Research) will collaborate with Luis Felipe
Rosado Murillo (Anthropology) on Expanding Large-Scale
Model Evaluations

Adriana Alvarado Garcia (IBM Research) will collaborate with
Karla Badillo-Urquiola (Computer Science and Engineering)
on Data-Driven Work Practices in Large Language
Models to Design Ethical and Human-Centric Mitigation
Tools

Felicia Jing (IBM Research) will collaborate with Ranjodh
Singh Dhaliwal (English) on Spectral Tracing: Assessment
Methods for Tracing the Impact of Consensus-Based
Data Practices in Large Language Model Development

Francesca Rossi, Heather Domin, and Brian Goehring
(IBM Research) will collaborate with Nicholas Berente (IT,
Analytics, and Operations) on The Holistic Return on
Investment of Al Ethics



On April 19, 2024, the Lab hosted its first-

ever Tech Ethics Hackathon. The theme was
“Calculating the ROI of Al Ethics for Organizations,’
building on a framework developed by Notre Dame
and IBM researchers working together under the
sponsorship of the Lab. The framework identifies
economic, intangible, and real options-based returns
that organizations may capture by investing in Al
ethics efforts, and was published in the proceedings
of the Hawaii International Conference on System
Sciences 2024 Proceedings.

During the hackathon, Notre Dame students

were challenged to develop coded formulas for
calculating these returns and iterate on novel
returns not captured in the paper. More than 30
undergraduate and graduate students representing

As large language models evolve, ethical
concerns surrounding their development and
deployment have become more prominent. IBM
Research Scientist Adriana Alvarado Garcia and
Notre Dame Assistant Computer Science and
Engineering Professor Karla Badillo-Urquiola
work together to confront these challenges head-
on. Their project, Data-Driven Work Practices in
Large Language Models to Design Ethical and
Human-Centric Mitigation Tools, focuses on
creating tools prioritizing fairness, transparency,
and accountability.

Adriana Alvarado

Garcia The ethical challenges

posed by LLMs

are complex and
multifaceted. These
models frequently reflect
societal biases present
in the training data,
leading to concerns
about discriminatory
outputs related to

race, gender, and other
factors. Alvarado Garcia
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John Kim, one of the
first-prize winners of the
Tech Ethics Hackthon

the College of

Engineering,

College of Science,

and Mendoza

College of Business

participated in the

half-day hackathon. First prize was awarded to
undergraduate students John Kim, Karita Nguyen,
and Tristan Shin, who split a $3,000 cash prize
and spent a day visiting IBM's headquarters in
New York. Judges included Marialena Bevilacqua,
Marianna Bergamaschi Ganapini, Ravit Dotan, and
Nuno Moniz.

and Badillo-Urquiola’s approach harnesses data-
driven insights to detect and address discriminatory
patterns. By thoroughly analyzing model outputs,
they aim to develop tools to identify and mitigate
ethical risks.

The project's human-centered approach ensures
that the tools developed align with societal values.
By engaging diverse stakeholders, including
ethicists and the public, the team seeks to create
tools that respect human rights and enhance

user autonomy—rather than undermining it. The
ultimate objective is to establish frameworks for
the responsible deployment of Al, particularly in
sensitive fields such as healthcare, finance, and
legal decision-making.

The mitigation tools developed by Alvarado Garcia
and Badillo-Urquiola adapt to evolving ethical
challenges through ongoing monitoring and
feedback loops, ensuring lasting effectiveness.
This project, part of a larger initiative funded by the
Notre Dame-IBM Technology Ethics Lab, highlights
the importance of Al evolving in capability and
responsibility.
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In the spring of 2024, the Lab introduced the Ethical Cities program. This community-driven
research initiative unites Notre Dame faculty and students with local organizations to address
real-world challenges in the South Bend area. Each project, receiving $20,000 in funding,
focuses on developing technology and policy solutions to be completed within the year.

Research Teams

= Georgina Curto Rex (Lucy Family Institute for Data & Society) is collaborating with
the City of South Bend's Department of Innovation & Technology on an Ethical
Procurement Guide for City Data Services

= Yong Suk Lee (Keough School of Global Affairs) is collaborating with the City of South
Bend’s Department of Innovation & Technology on GenAl vs. Procured Services: A
Framework to Approach City Government Decisions

= Valentina Kuskova (Lucy Family Institute for Data & Society) is collaborating with the
City of South Bend's Department of Innovation & Technology on an Exploration of
Synthetic Data Use for Transparency

= Alan Hamlet (Civil and Environmental Engineering and Earth Sciences) is collaborating
with the St. Joseph River Basin Commission on Hydrologic and Water Quality Impact
Study on Bowman Creek

= Matthew Sisk (Lucy Family Institute for Data & Society) and Ming Hu (School of
Architecture) are collaborating with the Near Northwest Neighborhood on Health and
Environmental Risks in a South Bend Neighborhood

12
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Pulitzer Center Partnership

In partnership with the MacArthur Foundation and
the Ford Foundation, the Lab committed support
in 2024 to the Al Spotlight Series, a program
presented by the Pulitzer Center and “designed to
equip reporters and editors—whether on the tech
beat or any other—with the knowledge and skills
to cover and shape coverage of Al worldwide!”

Designed to train 1,000 reporters and editors

through March 2026 with an emphasis on a module for editors commissioning stories and
journalists from the Global South and from thinking strategically about their team's overall
communities underrepresented in media, the coverage.

program has already exceeded its goals: As of

October 1, more than 1,000 journalists from Noted technology journalists, including Karen Hao,
over 95 countries have completed the program. Gabriel Sean Geiger, and Gideon Lichfield, will
Training consists of three tracks: an introductory lead a series of online courses designed to provide
class for reporters on any desk, an in-depth journalists with the knowledge and tools they need
course for reporters focused on covering Al or to report on artificial intelligence and its potential
deepening their knowledge of Al reporting; and societal, economic, and political impacts.

New Faculty: Michael Barnes

Lab Adds Assistant Research Professor

In late summer 2024, the Lab, in conjunction with the Institute
for Ethics and the Common Good, hired a new Assistant
Research Professor: Michael Barnes. Previously with Australian
National University where he worked on the Humanizing Machine
Intelligence project, Barnes' highly innovative research focuses
on applying theories in the philosophy of language—in particular
Speech Act Theory—to issues in content moderation policy and
responsible development of LLMs. Barnes received his Ph.D. in
philosophy from Georgetown University.

The Lab is currently in the process of recruiting and hiring a
second Assistant Research Professor.

13
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The Lab supported two visiting fellows and three postdoctoral fellows from 2022 through 2024.
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Casey Fiesler

Visiting Fellow

Fiesler is an associate professor at the College of Media, Communication, and
Information at the University of Colorado Boulder and an assistant professor at
its ATLAS Institute. She also directs CU Bolder's Internet Rules Lab, which is
focused on the intersection of technology, community, and governance.

Marianna Bergamaschi Ganapini

Visiting Fellow

An associate professor of philosophy at Union College, Ganapini focuses on
the philosophy of mind, epistemology, and technology ethics. She is involved
in IBM Research'’s Thinking Fast and Slow in Al, working alongside academic
collaborators to leverage cognitive theories of human decision-making to
advance Al.

Georgina Curto Rex

Postdoctoral Fellow

Curto Rex works on identifying and mitigating bias against the poor, particularly

as an aggravator of gender and racial discrimination, and using Al to help achieve
the United Nations Sustainable Development Goals through a new generation of
policymaking that aims to reduce poverty by acting on discrimination.

Cody Turner

Postdoctoral Fellow

Turner's research focuses on how emerging wearable and implantable Al
cognitive assistant devices—such as smartwatches, smart glasses, smart
contact lenses, and neural implants—are poised to affect the mind from a
metaphysical, ethical, and epistemological perspective.

JuYeon Jung

Auditing Al Fellow

Jung's research explores humans' ethical and practical engagement with data.
Her project with the Lab involved exploring how Al audits can enable accounting
for the ethical implications of Al systems’ technical performance as well as
supporting the strategic and reflective use of Al systems in organizations.
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Graduate fellows have an opportunity to work
on projects with Notre Dame faculty through the
Lab’s research assistant program. In 2023-24,
the Lab supported five graduate fellows.

Perla Khattar

J.S.D. student, Law
Research Interests:
Law and technology

Noah Karger with an emphasis

Ph.D. student, Theology on privacy, online

Research Interests: the speech governance,

relevance of mystical and digital rights.

theology for problems of

virtue formation, moral In early 2024, Perla Khattar published an

epistemology, and Al article in Tech Policy Press, a nonprofit
platform dedicated to discussions on

William O'Brien technology and democracy. The piece,

titled “The American Privacy Rights Act of
2024 Explained: What Does the Proposed
Legislation Say, and What Will it Do?”
explores the American Privacy Rights Act
(APRA), a bipartisan effort to create the first
comprehensive federal digital privacy law

Ph.D. student, History and
Peace Studies

Research Interests:
Emerging technologies,

like artificial intelligence,
biotechnology, robotics, and
cryptocurrencies

in the U.S. The legislation aims to create
uniform data privacy and security standards
across the country, potentially replacing a

Emma Schmidt patchwork of state laws.

Ph.D. student, Political Science

Research Interests: Impact Khattar outlines APRA's scope, examines

of social media on its potential effects on businesses and

pluralistic politics and consumers, and highlights the legislation’s

narratives of techno-utopia challenges. For instance, APRA would

and dystopia grant individuals the right to access,
correct, and delete their data while

Kesavan Thanagopal imposing strict limitations on the use of

sensitive information. The Federal Trade
Commission and state attorneys general
would oversee its enforcement. APRA also
includes a private right of action, that would
allow individuals to file lawsuits against
companies for privacy violations.

Ph.D. student, Philosophy
Research Interests: Moral
epistemology, normative
ethics, and social and political
philosophy, logic, philosophy
of mathematics
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2024-25 CFP

The Lab's 2024-25 Call for Proposals is currently
open and invites proposals for projects that provide
new insights or suggest innovative solutions to the
question: How do we design effective solutions for
safe and ethical human-Al collaboration in real-
world settings?

Specifically, this CFP seeks projects with the
potential to inform, explore, and enhance human-Al
collaboration efforts in the immediate future. The
objective is to foster developments that leverage

Al to augment human tasks and ensure that these
collaborations are ethical, inclusive, and beneficial to
society at large. As Al systems become increasingly
sophisticated, there is a pressing need to understand
and optimize how they can work alongside humans in
various domains and to anticipate potential medium-
to long-term impacts of such settings in critical
sectors.

The application deadline is October 31, 2024.
Teams will have from January 1, 2025, through
December 31, 2025 to complete the project. Each
project team will include the collaboration of at least
one University of Notre Dame faculty.
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Responsible Al
in Technology Conference

Responsible Al in Finance, to be held
on the campus of the University of Notre
Dame on Nov. 6, 2024, will gather
research experts, industry practitioners,
and others passionate about the
intersection of Al, ethics, and finance

to explore strategies and pragmatic
approaches to mitigate bias, enhance
fairness, and champion transparency

in Al applications within the financial
sector.

Hosted in collaboration with the Lucy
Family Institute for Data & Society,

this exclusive event will raise further
awareness of the ethical considerations
and regulatory nuances that underpin
the integration of Al in finance and
collectively advance towards a shared
vision of what Responsible Al in Finance
represents today.

January Tech Ethics Forum

OnJanuary 22 and 23, 2025, the

Lab will host a Tech Ethics Forum on
Notre Dame's campus, where industry
leaders, scholars, and innovators will
come together to explore the critical
issues at the intersection of technology
and ethics. Attendees will have
opportunities to engage in thought-
provoking discussions on emerging
ethical challenges in technology and gain
insights into the future of ethical tech
development.
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The plans for the Notre Dame-IBM Technology Ethics Lab were formed
when it became clear that emerging technologies were beginning to face
critical and complex ethical challenges. These technologies are making
game-changing innovations at speeds never imagined, but they risk
quickly losing the trust of the very society they intend to improve. Industry
must prove to the world that we can be responsible with these incredible
innovations.

By combining IBM's deep technical expertise with Notre Dame’s strength

in philosophy and ethics, we hoped to raise awareness and help other
organizations address ethical issues. IBM made a 10-year, $20 million
commitment to the Tech Ethics Lab to create a holistic approach to tech
ethics and practical, research-based models for the ethical development and
deployment of these technologies.

In a short amount of time, the Tech Ethics Lab has moved to the forefront
of the global conversation on how to build ethics into the early stages of
design and development and continue throughout the entire lifecycle of the
technology. Furthermore, as the technologies evolve, so must the ethical
lenses applied to those technologies.

Through our partnership with Notre Dame, we are bringing together leading
academic, business, community, and government leaders to ask the

tough questions and to champion responsible technology that is human-
centric. IBM is proud to team with Notre Dame to bridge the concept of
putting principles into practice with concrete approaches and models that
organizations can leverage across the globe.
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